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Distributed Computing: The Basic Picture

@ Distributed computing theory studies computability and complexity for models where
many processors interact through communication objects.

@ A processor = a sequential piece of code (instructions + accesses to communication
objects).
Models are distinguished by:

e which communication objects are used, and
e what timing constraints apply.

@ Most studied models:

e Asynchronous message-passing model
e Asynchronous shared-memory model
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Asynchronous Distributed Computation Model

The model = the set of all sequential interleavings of communication actions by processes
on shared objects.

A communication action =~ a remote procedure call by a processor on an object.
An object: executes the call, changes state, returns a value to the invoker.

The returned value changes the invoker’'s state = determines its next action.

Processors never halt: after each invocation returns, a new invocation becomes enabled.
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Network Model vs. Shared-Memory Model

@ Unidirectional point-to-point channels.
@ One object per (sender, receiver) pair.
@ send(m): places m in the buffer, object replies ok.
@ receive: moves a message from buffer to receiver, or signals an exception if none exists. )

Shared-Memory Model

e Communication objects are read/write registers.

@ Supported actions: read and write.

Communication objects do not fail (failures here parallel processor failures).
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A protocol: processors instantiated with code + initial conditions.

R = the space of runs: infinite sequences of processor names giving the order enabled
invocations execute.

Each run completely determines the evolution of the computation.
As the system evolves, a processor’s local state excludes some runs.
The view of a processor = the set of runs in R not excluded by its local state.

Views are monotonically non-decreasing along a run (history is kept in local memory).

lim(Vi(r, p)): the limit view of processor P; in run r of protocol p.
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Full-Information Protocols

Definition
A protocol f is full-information if, for all /, r, p:

lim(V;(r,f)) C lim(Vi(r, p))

@ Intuition: a full-information protocol never economizes on the size of local state or on
invocation parameters — it shares everything it knows.

@ In oblivious models (the access sequence is the same for every protocol), a
full-information protocol exists.

@ A sequence of runs ry, rp,... converges to r if r, and r share longer and longer prefixes
as k grows.
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Faulty, Participating, and Sleeping Processors

Two views of the same processor are either disjoint or related by containment.

P; outputs its view in r if, for every P; with infinitely many distinct views,
lim(V;(r)) < Vi(r).

P; is faulty in r if it outputs only finitely many views.

P; is participating in r if it outputs any nontrivial view.

Otherwise, P; is sleeping in r.
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Wait-Free Emulation

Definition

Model A (n processors, objects O4) wait-free emulates model B (n processors, objects Og)
if there is a map m: R4 — Rp such that:

© Sleeping and faulty processor sets in r and m(r) are identical.

@ m is continuous w.r.t. prefixes: if ri,r2,--+ — rin A, then m(r1), m(r2),--- — m(r) in B
(the map does not predict the future).

© m uses no information beyond processors' views: for all non-faulty P; and all r in A,

m(lim(V;(r))) € lim(V;(m(r)))
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The SWMR Two-Processor System

Two processors Py, Pi; two shared cells Cy, C; (single-writer/multi-reader).
P; writes only to C;, but may read the other cell.
Both cells initialized to L.

Each processor alternately writes to its own cell, then reads the other’s cell.

Can this system 1-resiliently (= wait-free, since n — 1 = 1) elect a leader?
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No One-Step Election Protocol Exists

@ Claim: No one-step full-information protocol — hence no one-step protocol at all —
solves leader election here.
o After writing and reading, P;'s state is one of two possibilities:

e Py : wy — it read what Py wrote, or
o P;: 1 — it missed Py's write.

Symmetrically for Py: Py : wy or Py : L.

= four possible views after one step, two per processor.
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The One-Step View Graph

@ Nodes = the four views.

o Undirected edge between two views <—-

some execution produces exactly that pair. Pt form Fuie Foit
@ Edges only connect views of distinct processor N N

IDs. O N N O
@ Py : 1 and Py : L share no edge: whichever Figure 3.1: One-step view graph

processor writes second must read the value
the first one wrote.
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Impossibility Argument

e Edge {P:1:L, Po:w1} <> execution: P; writes, Py reads, Py writes, Py reads.
o At this edge P; cannot yet rule out a solo execution = P; is bound to elect itself.
e Symmetrically, at edge {Po: L, Pi:wp}, Pp is bound to elect itself.

@ So whatever P; elects at view P1:wp and whatever Py elects at view Py:wi, some edge of
the graph has P; elected at one end and Py elected at the other.

There exists an execution in which both processors are elected. Hence no one-step
1-resilient election protocol exists for two processors.
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